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Byzantine atomic broadcast (BAB) ensures that all non-faulty replicas agree on the same
total order of requests despite Byzantine failures. Classical leader-based BAB [CL99]
centralizes both dissemination and ordering of requests in a single leader replica, making it
a potential bottleneck. DAG-based BAB alleviates this by decoupling dissemination and
ordering [Da22]. Replicas instead broadcast vertices in parallel, each referencing what they
have previously heard from others, thus forming a DAG. The total order is then derived by
having replicas agree on anchors in the DAG, e.g., through a common coin [Ke21].

DAG-based BAB has attracted considerable interest both in research [Ar25; Ba25; Sp22]
and industry [Ap26; My26], particularly in distributed ledgers, which are state machine
replication (SMR) [Sc90] systems: requests are executed deterministically and clients
require a verifiable result. Nevertheless, prior publications mostly focus on efficient ordering,
treating and evaluating the BAB protocol as standalone, decoupled from SMR. In this talk,
we argue the opposite: for DAG-based BAB, the SMR layer is neither optional nor free.

SMR is not optional Bounding memory requires deleting vertices, yet replicas that missed
a vertex will still request it, and these requests must be answered or agreement is lost. Prior
work escapes this by offloading vertices to external storage, which lies outside the fault
model and merely relocates the unboundedness. By examining BAB in the context of SMR,
we observe that a lagging replica does not necessarily need the vertex, only its effect on the
system state. SMR supplies this through certified checkpoints whose size depends on the
application state rather than on the length of the DAG’s history.

SMR is not free A client can only accept a result once it knows that a correct replica
has executed its request. Establishing this canonically requires every replica to reply to
every client: individual replies are not self-verifying, so the client must accumulate enough
matching ones to conclude that a correct replica is among their senders. We show that
this consumes exactly the throughput advantage that motivated DAG-based designs in the
first place. To preserve that advantage, we integrate a threshold signature scheme into the
DAG-based protocol so that a single reply suffices to certify execution.

Contribution Both the design and the evaluation of DAG-based BAB must therefore account
for the SMR layer. We complete a DAG-based BAB protocol with our client interaction
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layer, evaluate the result end-to-end, and give a garbage collection scheme with provable
memory bounds. We close on the methodological questions this raises about where a system
ends and how we measure it.
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